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Summary:

Spatially explicit landscape population models are widelyused to analyze the dynamics
of an ecological species over a realistic landscape. Thes®dels may be data intensive ap-
plications when they include the age and size structure of tk species in conjunction with
spatial information coming from a geographic information g/stem (GIS). We report on
parallelization of a spatially explicit landscape model (PALFISH), in a component-based
simulation framework, utilizing di erent parallel archit ectures. A multithreaded program-
ming language (Pthread) is used to deliver high scalabilityon a symmetric multiprocessor
(SMP), and a message-passing library is deployed for parall implementation on both an
SMP and a commodity cluster. The PALFISH model delivers essatially identical results
as a sequential version but with high scalability: yielding a speedup factor of 12 as the
runtime is reduced from 35 hours (sequential ALFISH) to 2.5 tours on a 14-processor
SMP. Hardware performance data were collected to better chacterize the parallel exe-
cution of the model on the di erent architectures. This is the rst documentation of a
high performance application in natural resource managema that uses di erent parallel
computing libraries and platforms. Due to the diverse needdor computationally intensive
multimodels in scienti ¢ applications, our conclusions arising from a practical application
which brings the software component paradigm to high-perfomance scienti c computing,
can provide guidance for appropriate parallelization appoaches incorporating multiple
temporal and spatial scales.
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1 Introduction

Ecosystem modeling presents a variety of challenges. Tratibnal ecosystem modeling
is sequential and not spatially explicit. Researchers typtally analyze model solutions
mathematically and then compare them to abundance estimate from eld or lab ob-
servations. Although highly in uential in ecological theory, the aggregated form of the
underlying di erential equation models is particularly di cult to relate to observational
biology. Ecosystem dynamics has a signi cant spatial compoent, involving the distribu-
tion of species habitats, and proximity of ecological poputions to human activities (i.e.,
e ects of harvesting). Therefore, recent emphasis has beeon spatially-explicit, integrated
ecosystem models.

The main purpose of ecosystem modeling is to simulate the fustioning of an ecosys-
tem to enhance understanding and ensure appropriate human anagement. Due to the
inherent multi-scale nature of ecosystems, ecological mtimodeling is one of the natural
choices for integrated simulation [3]. In an ecological mulmodeling framework, di erent
ecological models/approaches are used for organisms at drent hierarchical levels. These
models involve complex interactions between some or all ofraecosystem's trophic lay-
ers (feeding levels), resulting in models that link multiple components based on di erent
mathematical approaches.

Compared to traditional approaches in engineering and wedter/climate systems, ecosys-
tem components function at a diversity of temporal scales. Mreover, ecosystem can be
intensively in uenced by human activities. Hence ecologi@l models need to incorporate
human management options, which in turn determine the strudure of an ecosystem sim-
ulation system, such as interface design, parameter calilations, uncertainty /sensitivity
analysis, etc. A component-based simulation framework is davorable choice for multi-
scale ecosystem simulation, which requires dedicated colipg to support exible data
communication/exchange between components, computatioal parallelism and on-demand
dynamic load balancing [13]. Thus ecological models and huan activities need to be

linked and modeled (parallel to each other) as components iran ecosystem simulation



package. Integrated ecosystem simulations therefore reipg more exible software de-
sign than many multi-component simulations in computational uid dynamics (CFD). In
those CFD simulations, the highly-coupled Navier-Stokes gquations and other equations
are solved simultaneously by sophisticated numerical algithms. Sequential data ow
is typically preferred and enforced to simplify the procedue of data exchange between
components, automatic mesh generations and dynamic loadmbalance (if parallel compu-
tation is required) between individual components (see wwwcasr.uiuc.edu for example).
Recently, grid computing has become a popular approach fomitegrated ecosystem simu-
lation [9]. In a grid computing environment, ecosystem modés need to be implemented on
heterogeneous platforms (cluster, symmetric multiprocesor (SMP)) using di erent com-
putational modes (i.e., multithreaded or multiprocess mock).

In this paper, we report on our experience and lessons leardefrom parallelizing
a spatially-explicit structured ecological model on two high-performance computational
platforms (i.e. a cluster and a symmetric multi-processor SMP)) using POSIX threads
(Pthreads) and message-passing interface (MPI). Spatiajl-explicit structured ecological
models (SEM) are becoming more commonly used in ecologicaladeling, in part due to
the availability of new spatial data sets. Those models avesge certain population charac-
teristics and attempt to simulate changes in these charactastics for the whole population.
In general, structured ecological models use a set of struated classes (age, size, physio-
logical status) to model a population. The range used for edtstructured class, along with
the model's time step, in uences the model's parameter vales and a ects the transition
rates between classes. In an SEM, all states of the populatig at each location, can be
well de ned and the spatially-explicit patterns which aris e can be coupled with data from
remote sensing and geographic information systems.

Increasing computational capabilities now make it feasibé to break down populations
and communities into discrete species (or classes), and toestelop a series of linked SEMs

which take into account details of the size, age, and physialgical state structure of each

1Geographic Information Systems (GIS) technology is used ex tensively in ecosystem modeling to vi-
sualize, analyze, and model data for management and problem solving. However, a GIS is generally
ine cient for problems involving dynamic modeling of popul ations and is typically not designed for high
performance computation.



species (or class). Such an SEM can include 100-1000 stateriedles within a single local-
ized landscape cell, so that high performance computationsi required [10]. In this paper,
we focus on several important issues related to the paralleation of spatially-explicit
structured landscape ecological models in the context of iregrated ecosystem modeling,
covering computational model design, landscape partitiomg, dynamic load balancing,
synchronization, and performance analysis as well as impheentation strategies for dif-
ferent computer architectures. Our observations can serveas general guidelines for the
e cient parallelization of spatially-explicit structure d ecological models and integration of
multimodels on high performance computers.

As with many multi-component applications involving inter -linked processes operat-
ing on multiple scales, our results and experience, which e¢oe from a practical applica-
tion of bring the software component paradigm to high-perfamance scienti ¢ computing,
can be applicable to many research problems in hydrology, nstometeorology, and cli-
mate/weather modeling. An example is hydrologic models wih daily, yearly, and decade

time scales which links to vegetation changes and associatesoil dynamics.

2 Computational Environments and Software

The two computational platforms used in this research are conponents of the Scalable
Intercampus Research Grid (or SInRG, icl.cs.utk.edu/sinrg) at the University of Tennessee,
Knoxville. One is a Sun Microsystem Enterprise 4500 symmefc multiprocessor (SMP)
con gured with 14 400MHz Sun Ultra Sparc Il processors (see K. 1). Each processor has
a 16KB instruction cache and a 16KB data cache on chip, plus arBMB external cache
for high performance computation. The entire system has 10 8 main memory and is
connected via a 3.2 GB/s system bus. The total storage capati of this system is 1.5
Terabytes.

The other component is a 16-node Sun Microsystem cluster. E# node has dual
450MHz Sun Ultra Sparc Il processors. Each processor has aHKB instruction cache and

a 16KB data cache on chip, plus a 4MB external cache for high pgormance computation.



Figure 1: Schematic of the Sun Enterprise 4500 SMP

Each node has 512MB main memory and a 30GB local hard disk. Alhodes are connected
via a 1Gb/s Ethernet network with dedicated switches. The general architecture of the

cluster is depicted in Fig. 2. An implementation of the MPI standard library, LAM-MPI

Figure 2: Schematic of the Sun cluster

(www.lammpi.org), was selected to support message-pasgirin the parallel implementa-
tions. An implementation of the IEEE POSIX 1003.1c standard (1995) POSIX threads

(Pthreads)[12] was selected to support the multithreaded pogramming on the SMP.

3 General Computational Model

In the context of integrated simulation for ecological multimodels, a master-slave model
was chosen as the general computational model. Here, the mias process/thread collects
partial computational results from all slave processes/ttreads, referred to as computa-

tional processes/threads, and stores assembled results alisk. There are some advantages



associated with this computational model. From a performarce standpoint, the master
process/thread separates the time-consuming I/O operatios from the much faster compu-
tational phases, which increases the e ciency of data accesduring the simulation. More
importantly, the master process/thread provides a uniform, transparent interface for inte-
gration with other ecological models [11]. The particular nodel emphasized in this study is
one component of a multimodel, ATLSS (Across Trophic Level §stem Simulation), which
was developed to assist South Florida hydrological manageemt in Everglades restoration

planning.

3.1 Landscape Partitioning

One-dimensional (1D) partitioning (e.g., a row-wise, blo&-striped) can be a convenient
and e cient approach to decomposing the landscape in structired ecological models. First,
such models are generally used for regional ecosystem siratibn, in which the computa-
tional domain (landscape) is not massive. Unlike individud-based ecological models, struc-
tured ecological models are aggregated population modelsegteloped for a given species.
In addition, the size of a single landscape cell, as determed based upon the underlying
behavior of the species of concern, cannot be too small. Thufie computational domain
(problem size) of this kind of model is limited. Second, spatlly-explicit structured eco-
logical models are generally data intensive applicationsso that even simple 1D static
partitioning yields signi cant communication overheads. Communication overheads be-
come even more burdensome with two-dimensional partitiomg. In the context of the
PALFISH (Parallel Across Landscape Fish) model investigaed here, external forces (such
as water depth, which is controlled by human activities) determine sh behaviors and dra-
matically change the computational workload associated wh di erent landscape regions,
therefore, 1D partitioning is implemented. See [8] for moredetails on one-dimensional

static partitioning of a landscape.



3.2 Dynamic Load Balancing

A dynamic load balancing technique was implemented to bette distribute the computa-
tional workload? among di erent processors. In addition, an imbalance-toleance threshold
was set to limit the extra communication overhead introduced by dynamic balancing of
computational workload during the simulation. Generally, the procedure for computa-

tional workload balancing consists of the following operaions:

1. Each computational processor determines its workload aeach step by recording the

time used for computation;

2. The master processor compares all workloads on computatnal processors and de-
termines which landscape rows are needed to be exchanged iMeen processors, if

an imbalance is found to be larger than the prede ned imbalarce-tolerance;

3. In the MPI implementation, the information on new partiti oning boundaries is
passed to computational processors along with the associedl data within the ex-
changed rows. In the Pthread implementation, only the information on new bound-

aries is passed to computational threads.

3.3 Synchronization

Synchronizations are inevitable in parallel implementations. Using MPI, synchronizations
can be easily achieved by deploying blocking communicatioprimitives (i.e., MPI _Send,
MPI _Recv and MPI _Sendrecv ). In addition, MPI _Barrier can also guarantee explicit
synchronizations during simulation. POSIX implements three synchronization variables
muteX, semaphore, condition variables and the function pthread _join to pro-
vide synchronization functionality. There is no similar barrier function to MPI _barrier

Therefore, athread _barrier function was implemented (see Fig. 3).

2Computational time was used as the measure of computational ~workload on each processor.



typedef struct barrier _tag f
pthread _mutex t mutex /* control access to barrier */
pthread _cond_t cw /* wait for barrier */
int valid /* set when valid */
int threshold  /* number of threads required */
int counter [* current number of threads */
int cycle /* alternative wait cycles */

g barrier _t

Figure 3: Data structure for thread _barrier function in POSIX

4 Across Landscape Fish Population Model

The Across Landscape Fish Population (ALFISH) model[4, 7] § an example of a compli-
cated spatially-explicit structured ecological model, ard is one component of the Across
Trophic Level System Simulation (ATLSS, www.atlss.org), an ecological multimodel de-
signed to assess the e ects on key biota of alternative watemanagement plans for the
regulation of water ow across the Everglades landscape[3]The ALFISH model includes
two main subgroups (small planktivorous sh and large piscivirous sh), structured by
size. One objective of ALFISH parallelization is to speedupthe ALFISH execution for
its practical use within ATLSS by allowing real-time data generation and information
sharing between multiple ATLSS models. For example, ALFISHinteracts with various
wading bird models within ATLSS. Speedup permits broader ug of ALFISH in integrated
regional ecosystem modeling [11], assists future scenargwaluations and increases acces-
sibility for natural resource managers at various South Flaida agencies, through a grid

service module [9].

41 ALFISH Model Structure

The study area for ALFISH contains 26 regions as determined ¥ the South Florida Water
Management Model[6]. The total area of the Everglades modeld in ALFISH contains
approximately 111,000 landscape cells, with each cell 5000n a side. Each landscape cell
has two basic types of area:marsh and pond. In the marsh area of each cell, there is an

elevation distribution based upon a hypsograph[2]. This hypsograph is used to determine



the fraction of the marsh area that is still under water at a given water depth. A pondrefers
to permanently wet areas of small size, such as alligator hek, which are a maximum of 50
m? or 0.02% of the cell. In ALFISH, spatial and temporal uctuat ions in sh populations
are driven by a number of factors, especially the water level Fluctuations in water depth
a ect all aspects of the trophic structure in the Everglades. The sh population simulated
by ALFISH is size-structured and is divided into two functio nal groups: small and large
shes. Both of these groups appear in each of the marsh and pahareas. Each functional
group in each area is further divided into several age group§0 and 25 respectively), and
each age group has 6 size groups. The sh population in each kkés summarized by the
total sh density (biomass) within that cell. Fig. 4 shows th e age and size categorization

of the sh functional groups in four landscape cells.

Figure 4: Simple sh functional group categorization

4.2 Fish Dynamics and Behaviors

The basic behaviors of sh simulated in the model include Density-independent Move-
ment, Diusive Movement, Mortality, Growth and Reproducti on. Density-independent
Movementis designed to simulate the movement of sh between the marstand the pond
areas (if the cell has a pond area), and to neighboring cells;aused by drying and re ood-
ing. During the re ooding phase, which means the water depthof a cell has increased,

if the cell has pond area, an appropriate fraction of sh (of szes previously too large) is

10



moved from the pond areas into the marsh area. During the dryng phase (the cell water
depth has decreased), some sh will not survive in that cell. Therefore, an appropriate
fraction of those sh are moved from the marsh area into the pad area, another fraction
of those sh are moved to adjacent cells, and the remaining pdion of those sh are elim-
inated. This type of sh movement is driven by the re ooding and drying of the cells,
and is not in uenced by the relative di erences in water depth and sh density between
adjacent cells. Di usive Movement is designed to simulate the movement of sh between
adjacent cells mainly due to the relative di erences in the water depth and sh densities.
Movement into or out of a cell is assumed to occur only when thecell is more than 50%
ooded. This type of movement does depend on the relative dierences in sh densities
and water depth, so the changes of sh density must be stored util all calculations are
completed, and then added to the original landscape matrix b create a new sh landscape
matrix for the next timestep. In ALFISH, Mortalities depend on age and prey availabil-
ity. Food-based mortality is calculated as the ratio of prey biomass in the cell to the
amount needed for maintenance times a function giving the araunt of available prey in
the cell. Age mortality is directly related to sh size and age. Fish that survive through
the mortality phase will grow and age. For each functional gioup, if it is the appropriate
time of year, the number of o spring is calculated using 0.5 imes the number of sh of
reproductive age for that functional group times the number of o spring per female per
reproductive event. The mathematical formula used to detemine those sh behaviors are

not presented here. See [4] for details.

5 Data Structures of ALFISH

5.1 Spatial and Temporal Components

ALFISH uses a landscape library [2] to handle the spatial paterns of ecosystem com-
ponents, generally derived from a geographic information ystem (GIS), including water
depth and topography. The core of the landscape library compses three groups of classes

(Geo-referencing, Regrid, and IODevice classgsthat can transform and translate spatial
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data to and from other formats. This library uses vector-based C++ templates to expedite
computations over raster-based geographic information d&. In addition, ALFISH uses
a Date library to manipulate dates, including setting and retrieving dates, incrementing
and decrementing dates by a speci ed time interval, taking the di erence of two dates,
determining whether one date is later than another, and compiting the day of year on a

given date.

5.2 Fish Model Components

The basic building blocks of ALFISH are three classes:FishFunctionGroup, Holes and
LowTrophics. Holesis designed to store and update "alligator hole" information on each
landscape cell, which contains 4 methods, over 200 variatdeand 10 internal landscape
maps (each map has over 111,000 elements)LowTrophics is designed to simulate the
dynamics of lower trophic organisms (i.e., plankton), each.owTrophics contains 5 methods
and 50 variables. In ALFISH, LowTrophics contains 5 age groups to be simulated over
all landscape cells. FishFunctionGroup handles sh dynamics. EachFishFunctionGroup
contains 22 methods, 5 internal landscape maps, and over 5@akiables. To simulate the
basic dynamics of both small planktivorous sh and large pigivirous sh, ALFISH models
the dynamics of a total of 65 groups offFishFunctionGroup, each related to a speci c age
of sh. Since there are two types of areas in each landscape IEeALFISH simulates the
dynamics of a total of 130 groups ofFishFunctionGroup in both marsh and pond areas on
the landscape. In addition, ALFISH requires memory to storeseveral layers of intermediate

results (maps) to avoid a potential aggregation bias that can arise in structured models.

6 Parallel Computational Models

An initial parallellization of ALFISH was developed with no communication between re-
gions each of which were simulated using separated processd10]. The objective was
to evaluate potential speedups and to consider the ecologit implications of complete

compartmentalization of the landscape. We here extend the nitial parallelization to
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the more realistic situation which allows sh movement between spatial compartments.
Additionally, we address alternative parallelization schemes on di erent computational
architectures. In all the comparisons below, model outputsfor the various parallel imple-

mentations were essentially identical to those of the sequtial version of the model.

6.1 Multiprocess Programming Using MPI

In the rst PALFISH model, a message-passing library is usedto mimic the sh dynam-
ics described in the Section 4.2. The computational model ishown in Fig. 5, deploying

master-slave communication. As mentioned above, there arseveral advantages associ-

Figure 5: Computational model for PALFISH using MPI. The shadowed regions are key
components contributing to the total execution time.

ated with this implementation. From a performance aspect, nost time-consuming 1/O

operations are separated from the much faster computationlphases, which increases the
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e ciency of data access during the simulation. More importantly, the master proces-
sor provides a uniform, transparent interface for integraion with other ATLSS ecological
models. The main tasks of the master processor arg to collect the data from compu-
tational processors, and write the results to the local disk and ii) to collect the work-
load information and repartition the landscape. All the computational processors are
dedicated to simulating the sh dynamics. As shown in Fig. 5, the data ow on com-
putational processors contains explicit data exchange andynchronizations (indicated by
MPI _Sendrecv and MPI _Send) and a dedicated data exchange phase associated with
repartitioning ( move data between boundaries if necessarywhich is also implemented by
MPI _Sendrecv . Four synchronizations were required within each step. Sioe the move-
ment of sh depends and has in uence on the adjacent cells, aexplicit data exchange is re-
quired after the computation of Density-Independent Movementand Di usive Movement,
respectively. The blockingMPI _Send from computational processors also guarantees that
a synchronization after the computation of Mortality/Aging/Growth/Reproduction . The
synchronization enforced byMPI _Sendrecv in the phase of Move data between bound-
aries ensures that all computational processors enter the next amputational step at the
same time. In this computational model, there are overlappd computing regions, that is,
the time-consuming I/O operations via the landscape library on the master processor are
no longer a key component of the total execution time. Howewvethere are still some 1/0

operations (i.g. update water depth executed by all computational processes.

6.2 Multithreaded Programming Using Pthreads

In the second PALFISH model, Pthreads are used to simulate & dynamics. The computa-
tional model (illustrated in Fig. 6) also uses master-slavecommunication. The main tasks
of the master thread are: i) to collect the data and store the results into local disks; and
ii) to collect workload information and repartition the lands cape. All the computational
threads are dedicated to simulating sh dynamics. Since it 5 a multithreaded code, no
explicit data exchange is needed during simulation. Data shring in this implementation

is supported by globally accessing the same memory locationThe synchronizations re-
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Figure 6: Computational model for PALFISH using PTHREAD. Th e shaded regions are
the most time-consuming components.

quired within each computational step are implemented by a ombined usage otondition
variables, thread  _barrier (see Fig. 3) andpthread _join functions. Considering the
e ciency of thread creation and join, the thread creation and join operations are placed
inside the simulation loop. As shown in Fig. 6, the master thiead creates computational
threads, which simulate all the sh behaviors. The thread _barrier function is used to
synchronize computational threads afterDensity-Independent Movement Di usive Move-
ment and Mortality/Aging/Growth/Reproduction . Those synchronizations guarantee all
computational threads use currently updated data for further sh dynamics simulations.
Since 1D partitioning is implemented, data sharing con icts can only exist between two
adjacent partitions, therefore onemutex 2 was created for each partition to prevent any

two computational threads from accessing shared landscapegions at the same time. Two

3Code word for MUTually EXclusive, a programming ag used to g  rab and release an object.
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synchronizations between the master and computational theads are also implemented via
mutex . The rst one guarantees that the Read water data for the next stepn the master
thread has completed before the computational threads updee water data for sh behav-
ior calculations at the next timestep. The second one is usedo make sure that output
data at the current timestep in the memory has been updated (ly computational threads)
before being written to disk (by the master thread).

Once again, the time-consuming I/O operations are no longeea key component of the
total execution time. Compared with the diagram using MPI (Fig. 5), the I/O operations
used to update water depth now are located in a overlapped coputational region. This
fact directly counts for the desirable scalability result of the Pthread implementation using

all the processors of the SMP (Fig. 8).

7 Performance Analysis

7.1 Performance Tool

In order to collect performance data for our parallel implementations, a performance tool,
Performance Application Programming Interface (PAPI, icl.cs.utk.edu/papi) was used.
The PAPI project speci es a standard API for accessing hardvare performance counters
available on most modern microprocessors. These countergist as a small set of registers
that count events which are occurrences of speci ¢ signals and states reladeto a proces-
sor's function. Monitoring these events can reveal correlaons between the structure of

source/object code and the e ciency of mapping that code to the underlying architecture.

7.2 Computation Pro les

In this subsection, we focus on the computational e ciency do the PALFISH implementa-
tion at di erent computational phases. Six PAPI events are considered: total number of
instructions (INS), total number of cycles (CYC), total L2 cache misses (L2TCM), total
L1 load misses (LLLDM) andtotal L1 store misses (LLSTM) and instructions per second

(IPS). Information on the rst two events re ects the actual compu tational performance
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Table 1: Performance pro le of the parallel ALFISH model on the SMP (using MPI).
(Comp = Computational, procs = processors, Dind = Density-i ndependent, Di = Dif-
fusive, Agg = Aggregated, Total = entire computational phase, Local = computational
phase ofMortality/Aging/Growth/Reproduction

PAPI Events Comp phases| 4 procs | 13 procs| Change (%)
E ciency (Ins/Cyc) Total 0.46 0.53 15.39
Dind move 8.5 3.9 -54.76
L2_TCM (M) Di move 265.3 223.6 -15.73
Local 116.5 34.3 -70.59
Dind move 1602.2 | 582.2 -63.66
L1.TCM (M) Di move 47767.0) 22489.0 -52.92
Local 41979.0| 12929.0 -69.20
Agg. IPS (M ins/s) | Total 696.8 2423.1 248.01

and the L2_.TCM, and the sum of L1_LDM and L1 _STM events (L1_TCM) explain possible
performance changes. IPS rates allow comparisons to otheidgh performance applications.
Here, we emphasize analysis of PAPI data of the MPI implemerdtion of PALFISH on
the SMP and summarize observations on the parallel executio using di erent numbers
of processors. The PAPI performance information using 4 andl3 computational proces-
sors on the SMP (using MPI) are listed in Table 1. Similar trends (i.e. the percentage
of change) are observed in PAPI computational pro les of the PALFISH MPI implemen-
tation on the cluster and Pthread implementation on the SMP. Implications from these

results include:

1. When 4 computational processors are used, the computati@l e ciency (de ned
as total instructions executed over the total computer cyckes used) was about 0.46,
which means that about 46 instructions can be executed in 10@omputer cycles.
When 13 computational processors were used, the computati@l e ciency increased

by 15 % to 0.53.

2. The performance improvement is achieved in part by a redution in memory accesses.
For example, when 4 processors are used, the total number of2Lcache misses during
Density-independent movementis about 8.5 million. When 13 processors are used,

the number drops to 3.9 million, a decrease of 54 %. The reduin in memory
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accesses is also shown by the signi cant decrease in the numbof L1 load misses

during all computational phases.

3. Finally, with 13 computational processors, the aggregadd PALFISH performance

reaches 2.4 billion instructions per second on the SMP.

7.3 Computation and Communication

Parallel computation inevitably introduces extra overhead associated with data exchange
and process/thread synchronization. We de ne aggregated itne for data exchange and
synchronizations as communication time. In the MPI code, conmunication time is the
aggregated time used for explicit message-passing and bar functions on all compu-
tational processes. As a part of communication time, the time cost for dynamic load
balancing is also recorded in our performance evaluation.n the Pthread code, the data
exchange is implicitly implemented using shared memory. Btithe synchronizations are
strictly enforced through a combination of synchronization variables and barrier function
(see Section 3.3). The computation/communication pro ling of PALFISH is illustrated in

Fig. 7. Implications from these results include:

1. Communication takes a large percentage of the total simution time, since a series
of synchronizations/data exchanges are required in each coputational step, and
the average amount of communication data in each computatiaal step is around 6

Mbytes.

2. The communication-to-computation ratio (C2C) increases when more processors are

used. This increase of C2C is greater in the MPI code than in te Pthread code.

3. The high C2C ratio of the PALFISH implementations indicat es that more e cient
algorithms/scheduling methods for communication will be needed if further perfor-

mance improvement is required.

4. Though the Pthread implementation does not require explcit data exchange, the

complicated synchronizations consume a signi cant amounif time. It is possible to
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Figure 7: Computation/communication pro les of PALFISH im plementation on the SMP.
Number of processors are listed in parentheses

further reduce the synchronization time by repartitioning the landscape after each
synchronization, so that the landscape boundaries are nottatic in each computa-
tional step. In the Pthread implementation, the actual computation time on each
thread depends on both the complexity of the code and operatig system, which

makes the prediction of model performance somewhat di cult.

7.4  Scalability

The scalability of the di erent implementations of PALFISH s illustrated in Fig. 8. Scal-

ability here is related to the corresponding runtimes of the sequential code on those two
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Figure 8: Scalability of di erent implementations of PALFI SH

platforms. Since most of the ecological models in ATLSS are eleloped on a 32-bit ar-
chitecture, the 32-bit lam-MPI/Pthread and PAPI libraries were used. With MPI im-

plementations, it is not possible to de ne data bu ers large enough to hold all the data
in a partition larger than half of the total landscape, so at least 3 computational (slave)
processes are required in the parallel code. We did not try taeuse smaller data bu ers
to send/receive partial data during simulation. The bu er p acking and unpacking opera-
tions take signi cant time, since the huge amount of sh data are stored in complicated
geoinformation-enabled data structures only accessibleia the landscape library which
provides some GIS functionality. This limitation does not apply to the Pthread version.

We only show the scalability comparison between MPI and Pthead implementations using

3 to 13 computational processors. The implications of the reults include:

1. Compared to the average execution time of the sequentialmiplementation, which
is about 35 hours, the PALFISH model with static partitionin g (using 13 computa-
tional processors) requires less than 5 hours of executionnte on the cluster. The
performance of the parallel implementation with dynamic load-balancing on 13 com-

putational processors is excellent: by adapting dynamic lad balancing (imbalance
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tolerance = 20%), the turnaround time of the multithreaded i mplementation is less

than 2.5 hours yielding a speedup factor of over 12 on the SMP;

. The PALFISH performance on the SMP is generally better than that on the cluster
(even though the processors on the cluster are slightly fast), due to the smaller

communication cost on the SMP;

. The performance of the parallel implementation with dynamic load balancing is
much better than the code with static partitioning, indicat ing that the increase in
code complexity to implement dynamic load balancing enhanes the performance

considerably;

. When the number of participating processors is less than 5(that is, only 3 dual-
CPU nodes on the cluster are involved), the MPI code performace on the cluster are
slightly better than those on the SMP. When the number of participating processors
is greater than 10, the dierences in the code performance a signi cant mainly

because of the di erence in communication;

. It is interesting that the di erence in communication costs among 3 and 4 dual-CPU
nodes on the cluster are signi cant, indicated by the fact that the speedup of the
MPI code (with dynamic loading balancing) on the cluster remains essentially the

same when 5 or 6 computational (slave) processors are invad in simulations;

. When the number of participating processors is greater thn 10, the MPI code's
scalability does not improve with addition of more processes. This re ects the

dominance of communication costs on parallel model perforince;

. The performance comparison between the multithreaded ate and MPI code on
the SMP demonstrates an interesting tradeo . When a small number of processors
is used, the MPI code outperforms the multithreaded code. WIien most of the
SMP processors are used, the multithreaded code maintainsxeellent scalability,
while the communication cost in the MPI code begins to dominde and limits model

performance;
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8. The apparently good performance of the Pthread code is maly due to the complete
separation of 1/O related operations from computational threads. For the MPI
implementation, each computational process must read watedata from hard disk

at each timestep.

In addition to scalability, usability concerns include: i) The MPI implementation requires
substantial (main) memory and is suitable for execution on d¢usters with high speed in-
terconnection; ii) Compared to the MPI implementation, the Pthread implementation

requires less (main) memory, but is more workload sensitive

8 Conclusions and Future Work

To the best of our knowledge, our results are the rst attempt to utilize di erent parallel
computing libraries (MPI and Pthread) and di erent computa tional platforms (cluster
versus SMP) for integrated ecosystem modeling. Both the MPland Pthread implemen-
tations delivered essentially identical outputs as those dthe sequential implementation.
The high model accuracy and excellent speed improvement obtned from the spatially-
explicit model (PALFISH), as compared with the sequential model, clearly demonstrates
that landscape-based 1D partitioning can be highly e ective for age- and size-structured
spatially-explicit landscape models. As the technology osampling populations continues
to improve, particularly the availability of small implant able sensors within sh and other
organisms with extensive movements, such models are necasg to make use of the large
volumes of data that arise. The parallelization methods we @scribe enhance our capabil-
ity to utilize these data to e ectively calibrate and evaluate such structured population
models, and then apply them to determine the impact of alterrative resource management
plans.

Due to the complex structure of a spatially-explicit landscape model, message passing
for explicit data synchronization and data communication among processors can consume
signi cant portions of the overall computation time. There fore, a spatially-explicit land-

scape model would appear to be more suitable for parallel exation on a shared-memory
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multiprocessor system using multi-threads (if most of the aailable SMP processors are
required to ensure run completion in a feasible time period) Considering an optimal
performance/price ratio, a cluster with high-speed connetivity does provide a good al-
ternative computational platform for parallel execution, especially when the number of
participating processors is less than 10 processors (or 5 des in our case) where the per-
formance of simulation is constrained mainly by communicaion, not computation. Further
parallelization to enhance performance is also possible tbugh hybrid programming using
both MPI and Pthread constructs, as part of an ongoing e ort for parallel multi-scale
ecosystem simulation, utilizing heterogeneous componestof a computational grid. These
implementations will further enhance the feasibility of using these models in an adaptive
management framework, in which numerous simulations are rguired to consider various
optimization criteria associated with long-term (many decades) hydrologic planning for
the Everglades.

The overall simulation time falls into 2-3 hour range (on smdl-size computers with
less than 20 processors), an important index for practical sage of these ecological models.
From the integrated component-based simulation aspect, tle master process (essentially re-
served in all above simulations) will use this time window fo data exchange/manipulation
and even dynamic load balancing between simulation compomes. All master processes in
each individual component consist of a coupling componentyhich is the key component to
enable the overall scalability of integrated system simuléion. Therefore, further investiga-
tions should be focused on the development of a coupling congpent parallel to individual
components themselves. Though we designed this ecologicalodel for simulations on a
grid, this conclusion holds true for all component-based snulations on large-scale com-
puters, since user can always allocate a part of the computefor individual component
simulation. Thus, our results can be useful to component-baed simulation community,

including the weather/climate modeling community 4.

4There are on-going eorts in the climate/weather modeling ¢ ommunity that towards next gen-
eration integrated climate/weather modeling, using compo nent based simulation architecture (Earth
Simulation Modeling Framework (www.esmf.ucar.edu) and Sp ace Weather Modeling Framework
(www.csem.engin.umich.edu/SWMF/)). Up to now, ESMF do not have the capability of steering in-
tegrated simulation and supporting dynamic load balancing  amongst simulation components. The main
computational platform is traditional high performance co  mputers, not a grid.
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