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Abstract

This paper presents a general framework to utilize high performance computations in regional

ecosystem simulation. First, a comprehensive modeling package is introduced to demonstrate the chal-

lenges encountered due to the multiple spatial and temporalscales which arise in regional ecosystem

modeling. Second, a parallel simulation framework is presented to support multi-component ecosystem

modeling on high performance computational platforms. Third, two ecological models are summarized

and presented as an example of model integration in the simulation framework. This work presents

the �rst component-based integrated regional ecosystem simulation for natural resource management on

high performance computational platforms.

Index Terms

Ecosystem Modeling, Ecological Multimodeling, Parallel Computing, Integrated Parallel Simulation

Framework, Computational Ecology, Component Based Architecture, High Performance Computing

Application.

I. INTRODUCTION

Regional ecosystem modeling presents a variety of challenges due to the linkages between

diverse physical and biological components as well as the need to provide results accessible

to those involved in public policy decisions. This requiresintegrated multi-component models,

operating at a variety of spatial, temporal and biological scales. Traditional ecosystem mod-

eling approaches utilize a single model structure, typically differential equations for �ow of

material between system compartments, rather than spatially-explicit linked models of varying

mathematical structure. The complete, highly-integratedmodels described here require innovative

software development and usage of new computational tools,as in other �elds that utilize linkages

between components. Current efforts on such models have ledto a technological realization that

monolithic software development within a traditional computing framework is a serious hindrance

to sustained innovation in complex, highly-integrated model simulations [1]. We present a generic

framework for ecosystem modeling on a spatially explicit landscape and use the Across Trophic

Level System Simulation (ATLSS) [2] as an example to explainkey design considerations and to

illustrate the adaptation of component-based high performance computing to integrated ecosystem

simulation.
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Fig. 1. Overview Structure of ATLSS

ATLSS is an ecosystem modeling package (see Fig. 1) designedto assess the effects on key

biota of alternative water management plans for the regulation of water �ow across the Everglades

landscape. The immediate objective of ATLSS is to provide a quantitative modeling package to

assist numerous stakeholders (federal and state agencies,private interests, non-governmental

agencies, etc.) in the South and Central Florida restoration effort. The long term goals are to

aid in understanding how the biotic communities of South Florida are linked to the hydrologic

regime and other abiotic factors, and to provide a tool for both scienti�c research and ecosystem

management. The conceptual model for ATLSS is based on the trophic structure of consumption,

who eats who, across the landscape. Organisms are related energetically as members of a food

chain – a series of organisms that eat one another. An organism's position in the food chain

speci�es its trophic level.

In order to better address the complexity of realistic ecosystem modeling, ATLSS is an eco-

logical multimodel [3], in which different ecological modeling approaches are integrated within

a spatially explicit landscape. The approaches used in ATLSS include geographic information

systems (GIS) models (functions applied to spatial maps), dynamic matrix models on a lattice,

differential equation models, stochastic cellular automata, and agent-based models.
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Fig. 2. Overview Skeleton of SInRG

II. COMPUTATIONAL PLATFORM

The computational platform used in this research is the Scalable Intracampus Research Grid

(or SInRG) [4] at the University of Tennessee, Knoxville. SInRG's primary purpose is to provide

a technological and organizational microcosm in which key research challenges underlying

grid-based computing can be addressed with better communication and control than wide-area

environments usually permit. The primary building block ofthe SInRG architecture is the Grid

Service Cluster (GSC). A GSC is an ensemble of hardware and software that is constructed and

administered by a single workgroup, but is also optimized tomake its resources easily available

for use by the grid-enabled applications of that group and others. The efforts described here

focus on two GSCs, a Symmetric MultiProcessor (SMP) (Sun Enterprise 4500) con�gured with

14 400MHz Sun Ultra Sparc II processors, 10 GB memory and 3GB/s interconnections and a

16-node Sun cluster. Each cluster node has dual 450 MHz Sun Ultra Sparc II processors, 512

MB main memory and a 30 GB local hard disk. An implementation of the MPI standard library

[5], LAM-MPI, was selected to support the cross-GSC message-passing communication.
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III. A PARALLEL SIMULATION FRAMEWORK FOR ECOLOGICAL MULTI -MODEL

INTEGRATION

The parallel simulation framework we developed is built on several basic components, includ-

ing spatial and temporal libraries, a communication library, model and exchange superclasses,

and a simulation driver.

A. Spatial and Temporal Libraries

A central issue in ecosystem modeling is the need to link dynamic models that operate across

differing spatial regions and at different rates. Due to thecharacteristics of ecological modeling,

the spatial patterns (maps) of ecosystem components are generally derived from a geographic

information system (GIS). In ATLSS, spatial resolution problems are addressed by the landscape

library [20]. The core of this library comprises three groups of classes (Geo-referencing, Regrid,

and IODevice classes) that can transform and translate the spatial data to and from other forms.

Geo-referencing classes are built to extract regional information from geo-spatial data. Regions

are usually based on the shape and location of a polygon, de�ned in terms of the Universal

Transverse Mercator (UTM) coordinates, so the same regional information can be extracted

from data sets with different resolutions, registrations or spatial extents. Regrid classes have

been developed to transform the data between different resolutions and registrations. IODevices

have been designed to allow new data formats to be incorporated into the landscape library

without changing the code that depends on them. Data can be exchanged between the models

via �le streams or other applications such as databases or visualization systems.

Besides the spatial resolution problems, different ecological models in a tightly linked simula-

tion group may require different time steps (commonly referred as multi-stepping). In ATLSS, a

Date class provides a set of functions for manipulating dates. These include setting and retrieving

dates, incrementing and decrementing dates by a speci�ed time interval, taking the difference

of two dates, determining whether one date is later than another, and computing the day of year

of a given date. At present, the Date class contains attributes representing year, month and day

quantities.
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B. Communication Library

The communication library is another essential part of the integrated ecosystem simulation.

Currently, an MPI-based communication library provides a uniform, point-to-point data exchange

interface between model and exchange superclasses. Two groups of communication routines are

provided: (i ) exchange routines to handle large/bulk data transfers, and (ii ) probe routines to

test process progress. Table I lists those routines.

C. Model and Exchange Superclasses

In the component-based simulation framework, the main components are superclasses, each

with three functions:initialization, simulation and �nalization. The initialization function is

designed to start necessary I/O operations, set up initial variables for simulation, as well as

recon�gure its internal message-passing communicator if parallel computation is required. The

simulation function carries out all computation tasks, as well as initializes the message passing

communications between superclasses if necessary. The �nalization function is used to close I/O

operations and deallocate memory.

According to their functionality, the superclasses can be categorized into two types:model and

exchange. The model superclass is a wrapper for each existing ecological model (sequential or

parallel). A master-slave computational scheme is adoptedin all parallel superclasses in which I/O

operations are handled by the master process only to achievehigh performance computing on all

slave (computational) processes. The exchange superclassis designed to enable ef�cient, reliable

communication between model superclasses using the uniform data communication library and

appropriate data manipulation and coordination procedures. See Sect. IV-B.3 for an example of

data exchange between two models.

D. Simulation Driver

The simulation driver controls the simulation framework. The main tasks of the simulation

driver are to (i ) instantiate the model and exchange superclass, and (ii ) create separate communi-

cation domains for both parallel computations (if necessary) and data exchanges. The simulation

driver manages only static processes in the current implementation, but it will incorporate all

MPI dynamic process management functions in future developments.
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Fig. 3. Software Framework for Integrated Ecosystem Modeling

E. Execution Procedure within the Simulation Framework

The general con�guration for two parallel ecological models using a message-passing interface

is demonstrated in Fig. 3. The simulation driver instantiates three superclasses (i.e. �sh, bird

and exchange), and three MPI communicators; among these communicators, two (1 and 2) are

mainly used for model simulation, while the other (3) is usedto support data exchange. There

are process overlaps between these communicators (i.e., P2and P4), which can be used to

move data from one communicator to another. The following section describes an example of

integrated ecological modeling within ATLSS. The two ecological models considered are the

Across Landscape Fish model (ALFISH) and the Spatially Explicit Species Index model for

Long-legged Wading Birds (SESIWB).

IV. A N EXAMPLE OF ECOLOGICAL MODEL INTEGRATION

A. Model Structure of Two Ecological Models

1) Study Area:The study area of the ATLSS project includes the 10,000km2 Everglades

freshwater drainage from Lake Okeechobee south to Florida Bay. This area includes lands

administered by the National Park Service (Everglades National Park and Big Cypress Na-
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Fig. 4. Management boundaries of southern Florida and the ATLSS modeling area

tional Preserve), the South Florida Water Management District (Water Conservation Areas), the

Miccosukee Tribe, and a variety of state and federal wildlife areas as well as privately held land

(see Fig. 4).

2) Model Structure of ALFISH:The total area of the Everglades modeled in ALFISH contains

approximately 111,000 landscape cells, with each cell 500 mon a side. Each landscape cell

contains two types of areas: marsh and pond. The difference between marsh and pond areas is

that the latter is always considered to be wet (contains standing water). In the marsh area of

each cell, there is a distribution of elevations based upon ahypsograph [9]. This hypsograph is

used to determine the fraction of the marsh area that is underwater at a given water depth. A

pond refers to permanently wet areas of small size, such as alligator holes, which are assumed

at maximum to be 50m2 or 0:02% of the cell. The �sh population simulated by ALFISH is

size-structured and is divided into two main functional groups: small and large �shes. Both of

these groups appear in each of the marsh and pond areas. Each functional group in each area

is further divided into several �sh categories according toage, referred to asage classes, and
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each age class is subdivided into 6 size classes. The total number of age classes for the two �sh

functional groups is 65.

The �sh population in each cell is summarized by the total �shdensity within that cell. Each

cell, as an element of a landscape matrix, contains an array of �oating-point numbers representing

the �sh density of various age classes. The length of the array corresponds to the number of

age classes for that functional group. Normally, when a �sh density is referenced, the value

re�ects the total densities of all �sh age classes combined.In ALFISH, spatial and temporal

�uctuations in �sh populations are driven by water level anda number of additional factors.

Fluctuations in water depth, which affect all aspects of thetrophic structure in the Everglades,

are provided through an input hydrology data �le for each 5-day time step throughout the

execution of the model. The basic behaviors of �sh simulatedin the model include density-

independent �sh movement, diffusive �sh movement, mortality, growth and reproduction. For

detailed information on the ALFISH functional groups, �sh dynamics, parameter estimation,

model data-�ow, and parallelization refer to [7], [14], [15], [18], [19].

3) Model Structure of SESIWB:SESIWB is one of a family of landscape-based, spatially

explicit species index (SESI) models developed to assess the impact of management scenarios

on habitat conditions of different species in South Florida. SESI models differ from Habitat

Suitability Index (HSI) models and the associated habitat evaluation procedures (HEP) [12]

through the incorporation of temporal and dynamic landscape features. They provide a relatively

easy method of comparing species responses to environmental conditions, as an alternative

to more complex approaches such as process models, size-structured population models and

individual-based models [12]. Currently, SESIWB producesan index map of the annual quality

of foraging-conditions for long-legged wading birds. Two general criteria for appropriate surface

water dynamics during the breeding season are considered inSESIWB: (i ) binary (0/1, yes/no)

rules that invoke known or estimated limits on the suitability of habitat or environmental con-

ditions, and (ii ) quantitative rules (values range from 0 to 1) re�ecting therelative potential for

appropriate foraging conditions. We present here the �rst integration of ALFISH and SESIWB to

allow information on projected �sh densities to contributeto simulations of wading bird foraging

conditions. The stand-alone implementation of SESIWB usesonly topographic and hydrological

data. A basic modeling question that integration allow us toinvestigate is whether the addition

of complexity in linking the complete ALFISH dynamic to SESIWB produces more accurate
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projections of wading bird forging condition than SESIWB alone would provide.

Long-legged wading birds require increasing densities of prey throughout the breeding cycle

to successfully �edge nestlings. In the Everglades, these resources are available due to the

concentration of prey in smaller spatial regions as the dry season progresses. Generally, for a

cell to be suitable for foraging, the surface water depth must be 5-35 cm and the water level

must be decreasing. The model tracks these conditions in each cell for 90 days, the longest

breeding cycle for long-legged wading birds (i.e., the WoodStock). The SESIWB model uses

topographic and hydrological data provided by the South Florida Water Management District

(SFWMD) and vegetation data provided by the Florida Gap Analysis project [10]. The spatial

resolution of the SFWMD data is 3.2 km by 3.2 km (2 by 2 miles). The outputs of SESIWB

include a visual representation of the landscape with color-coded values assigned to each cell

and a time series of the mean overall index attained each yearunder each hydrologic scenario

(see [11] for more information on SESIWB).

B. Data Flow within the Integrated Ecological Simulation

In this section, we focus on the software issues related to the integrated simulation with

emphasis on (i ) overall data �ow, (ii ) data manipulation, and (iii ) procedures for communica-

tion/coordination.

1) Overall Data Flow Chart: The overall data �ow among components (three libraries –

landscape library, temporal library, and communication library, and two model superclasses -

ALFISH and SESIWB) and an exchange superclass (ExDriver)) is illustrated in Fig. 5. The

landscape library is used by both ALFISH and SESIWB to obtainand produce georeferenced data

(maps). The temporal library is adapted by ALFISH and SESIWBto control the simulation step.

The key data structure of the temporal library, Date class, also serves as the index key for data

storage within the ExDriver. The communication library, used by all three superclasses, provides

reliable point-to-point data exchange channels. Since most routines of the current communication

library are based on blocking mode message-passing primitives, the communication library

provides the underlying mechanisms to synchronize the parallel computing within the simulation

framework. Based on those communication routines, the ExDriver can use different scheduling

algorithms to coordinate the simulation progress (one example is shown in Sect. IV-B.3). Besides

the communication/coordination function, ExDriver has tomanipulate the data according to the
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Fig. 5. Overall data �ow within integrated ecological modeling

different model requirements.

2) Data manipulation:A dif�culty in integrating the two models is the mismatch in data

complexity associated with ALFISH and the very limited datarequired by SESIWB. ALFISH

generates detailed �sh densities (in 65 age classes, each with 6 size classes (see Sect. IV-A.2) for

each 500m by 500m spatial cell. The time step of ALFISH is 5 days, producing over 450 GB for

a typical 35-year simulation using single precision �oating-point computation. On the other hand,

SESIWB utilizes much coarser information on �sh densities,ignoring most size/age differences,

on a 1-day time step. Currently, a binning function is used toclassify the �sh information into

8 groups, each having ecological signi�cance to long-legged wading birds. Several algorithms

are being considered for data exchange between the two models, with more extensive results to

be presented in a future publication. Considering the general interests of readers, emphasis here

has been placed on communication procedures and performance issues.

3) A communication/coordination procedure:We have developed procedures to facilitate

ef�cient data transfer between diverse ATLSS models and theintegrated ALFISH/SESIWB

simulation. The exchange superclass (ExDriver) coordinates the simulation progress for the two

superclasses (ALFISH and SESIWB) using the procedure illustrated in the Appendices. The

underlying communication mechanisms are provided by the communication library (see Sect.

III-B), which contains the routines shown in Table. I.
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TABLE I

FUNCTIONALITY PROVIDED BY COMMUNICATION LIBRARY

SENDO(modeltag,Date,Status); // send data

RECVF(modeltag,Date,Status); // receive data

Requestdata(modeltag,Date,Status); // Model requests data from ExDriver

Get response(modeltag,Date,Status); // Model gets response from ExDriver

Get request(modeltag,Date,Status); // ExDriver gets request from Model

Responserequest(modeltag,Date,Status); // ExDriver replies to Model's request

C. Selected Model Results and Performance

Fig. 6 presents model results from the ALFISH/SESIWB integrated model. Fig. 6 (A) shows

the output for one year of the SESIWB using a particular hydrologic scenario. The foraging

condition index values (ranging from 0 to 1, with 1 indicating optimal foraging conditions)

provide a method to compare wading bird foraging conditionsspatially for any one scenario, as

well as between different scenarios for a particular simulation period. Fig. 6 (B) shows output for

the ALFISH model, using the same hydrological scenario, of the �sh densities on April 1 of the

same data year. Data similar to those shown in the Fig. 6 (B), produced by ALFISH throughout

the breeding season, are used by the SESIWB to produce the results in Fig. 6 (A). Using

this framework, the user may run ALFISH and SESIWB separately or together with different

con�guration �les. If SESIWB is run independently from ALFISH, it uses only hydrologic data

rather than the more detailed �sh density data to calculate foraging conditions. Performance

results of the integrated simulation of ALFISH and SESIWB are shown in Fig. 7. On a single

400MHz Sun Ultra Sparc II processor, the average ALFISH elapsed run time is about 35 hours.

V. FIELD AND OBSERVATION DATA AND PRELIMINARY MODEL COMPARISON

A survey design based on systematic reconnaissance �ights (SRF) is the predominant means

for obtaining population and distribution data plus related hydrological information for wading

birds. Bird surveys have been conducted monthly during the (dry season) months of December

through May, with one additional (mid wet-season) �ight in August or September for 25 years

(from 1985-2003). Surveys are �own using �xed-wing aircraft at an approximate height of

200 feet and at constant speed. Transects are positioned east to west. For each survey, two
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Fig. 6. Example model result of SESIWB and ALFISH. (A) illustrates foraging condition index value from SESIWB for a

single year, and makes use of daily results such as those illustrated in (B). ALFISH output for a given day is summarized by

�sh density maps as in (B), which is for April 1 of the year usedin (A). Thus, right graphic represents a single time-slice of

results that are combined to produce left graphic.

Fig. 7. Performance measurement of integrated simulation of SESIWB and ALFISH on the 14-processor SUN Enterprise 2500
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Fig. 8. Preliminary comparison between �eld data (A) and simulation result (B)

observers, one on each side of the aircraft, count birds observed within the boundaries of a

strip 150 meters in width, measured and marked on the windowsand wing struts. Hydropattern

observations are recorded for the area of visibility to either side of the aircraft, generally about

300 meters. For the interest of this paper, we used SRF data tocreate an index map of wading

bird abundance in Everglades National Park (ENP) and part ofBig Cypress National Preserve

(BCNP), scaled between 0 and 1, with 1 indicating the aggregated maximum observed bird

count, shown in Fig. 8(A). Fig. 8(B) is an average of the SESIWB output from 1980-2000 for the

same area, harvested from our integrated simulation using the calibration hydrological scenario,

created by the South Florida Water Management Model (SFWMM)[21] to approximate historic

water patterns. Although observations of wading bird abundance re�ect a number of factors in

addition to responses to hydrologic conditions, similar spatial patterns are apparent in the two

maps. This is a preliminary model comparison for demonstration purposes. Model calibration

and corroboration for SESIWB, incorporating observed patterns of abundance and results of

research on the responses of wading birds to hydrologic conditions, are in progress.

VI. CONCLUSIONS AND FUTURE WORK

This paper addresses the computational aspects of ecological multimodeling on high perfor-

mance computational platforms. A generic component-basedarchitecture is presented and its

usefulness is illustrated through the linkage of two ecological models. We believe this to be

the �rst instance in which component-based high performance computation has been used for
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integrated ecosystem modeling that is extensible in terms of potential model additions and further

parallelization. Our objective was to produce an appropriate software architecture for regional

ecosystem simulation on high performance computational platforms. Analysis of the ecological

effects associated with model results are an ongoing part ofthe ATLSS project. In order to

allow the ATLSS models to be utilized remotely by various stake-holders in South Florida, a

grid service module has been developed (see [17]).

Follow-up work involves the integration of an agent-based model for wading birds (AGWB)

[12] with the ALFISH model across SinRG. The high performance simulation framework de-

veloped here is particularly needed for the further enhancements of ATLSS that are in progress.

One of these is the stochastic simulation of vegetation dynamics requiring extensive replications

of vegetation transition sequences, rather than a single static vegetation map as used here. The

second is the implementation of spatial optimization routines to allow users to consider the spatial

effects of different control criteria in managing the natural system. In both of these extensions,

the integrated use of the SMP and other Grid Service Clusterswould be required. We have

already successfully tested the framework described here utilizing such a heterogeneous grid,

which would potentially be used for a loosely coupled simulation, as would be needed for the

stochastic vegetation dynamics model.

We are also considering the implementation of different scheduling algorithms within the

exchange superclass to achieve better data exchange ef�ciency. In addition to these efforts, we

are exploring integrated ecosystem modeling on high-end computers. One major implementation

issue that has arisen is fault tolerance. We are consideringthe development of a naturally

fault tolerant parallel simulation framework, using FT-MPI [13] and diskless checkpointing to

implement integrated ecosystem simulation on high-end large-scale computers.

APPENDIX I

CODE SEGMENT INSIDEEXDRIVER

EXComm exComm;

Std::Vector fishVect;

Date Date;

while ((fish_status != done) && (brid_status != done))

{
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if (fish_status != done){

exComm.RECVF(fish,Date,status); //receive data from fis h model

fishVect.push_back(Date); // store fish data as a vector

if (status == done) fish_status = done;

} // end of if

if (bird_status != done){

exComm.Get_Date(bird,Date,status);

dataStatus=find_fishdate(Date, fishVect)

// are fish data on the given Date available?

exComm.Response_request(bird,Date,status);

if (dataStatus>0) // fish data are available

{exComm.SENDO(bird,Date,status);fishVect.pop_up(Dat e);}

if (status == done) bird_status = done;

} // end of if

} // end of while

APPENDIX II

CODE SEGMENT INSIDE SESIWB

EXComm wbComm;

for (each time step) {

while (1) {

wbComm.Request_data(Exdriver,Date,bird_status);

wbComm.Get_response(ExDriver,Date,dataStatus);

if (dataStatus == -1) break; // no fish data available

if (dataStatus > 0 ) {wbComm.RECVF(ExDriver,Date,status) ;break;}

if (status == 0) sleep(3); //need to wait

} //end of while

if (it is the last step) {bird_status = done;

wbComm.Request_data(ExDriver,Date,bird_status);}

} // end of for
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APPENDIX III

CODE SEGMENT INSIDE ALFISH

EXComm fishComm;

for (each time step)

if (it is the last step ) {status = done;}

fishComm.SENDO(ExDriver,Date,status);

} // end of for
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